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1 Summary  
This document presents the initial overall architecture for the COMMIT SWELL project.  

The overall architecture provides a common reference for the project, in particular to relate and co-

ordinate the development of the SWELL demonstrators by work package 5 and work package 6. The 

overall architecture is described from four points of view, emphasizing: (1) the system as a black box, 

(2) information stored in and flowing through the system, (3) the components that form the system, 

and (4) the relations between the components. 

The initial version of the overall architecture was derived from the Convergence Workshop (Wa-

geningen, 17 April 2012), the Architecture Workshop (Enschede, 25 April 2012), and the results of a 

literature study on architectures for ubiquitous/pervasive/ambient systems and services. The men-

tioned workshops were attended by representatives of various work packages.  

Follow-up documents are planned to present matured versions of the overall architecture. Maturing 

will be achieved by checking the current version against the SWELL user and domain requirements 

(D1.1a) and against the technical architectures that underlie the SWELL demonstrators. Any identi-

fied mismatches (possibly resulting from new user requirements or additional technical constraints) 

should be addressed in subsequent versions. 

As a preparation step towards the check against the SWELL demonstrator architectures, this docu-

ment also presents an overview of the technical architectures currently used by the SWELL partners 

Roessingh Research and Development, Philips, TNO, and Ericsson and that may be adopted by the 

SWELL demonstrators. 
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1 Introduction 

1.1 Purpose 
The purpose of this document is to present an overall architecture for the COMMIT SWELL project. 

The overall architecture provides a common reference for the project, to guide the development of 

well-being solutions in any of the work packages, but in particular to relate and coordinate the de-

velopment of the SWELL demonstrators by work package 5 and work package 6.  

1.2 Scope 
The SWELL overall architecture is a high-level reference architecture for all (IT-based) solutions de-

veloped by the COMMIT SWELL project, collectively referred to as the SWELL system. The scope of 

the overall architecture is determined by the user and domain requirements for the SWELL system, 

as described in deliverable D1.1 (current version D1.1a). Specifically, the overall architecture should 

support the use cases (scenarios) and personas described therein. 

This document (D1.2a) presents the initial version of the SWELL overall architecture. Concrete im-

plementations and implementation techniques are not considered. However, the SWELL overall ar-

chitecture should support a mapping onto the SWELL demonstrators developed by work package 5 

and work package 6. For this purpose, this document presents an overview of the technical architec-

tures currently used by various SWELL partners (Roessingh Research and Development, Philips, TNO, 

and Ericsson) and that may be adopted by the SWELL demonstrators. 

This is a ‘living’ document: future versions (D1.2b etc.) will be kept aligned with updates of user and 

domain requirements for the SWELL system (D1.1b etc.) and progress made in other work packages 

regarding person-centric reasoning, adaptive privacy, and well-being demonstrators.  

The two demonstrators developed by work package 5 and work package 6 have different purposes. 

The WP5 demonstrator will support the physical well-being of users. It targets users who are sick or 

at risk of becoming sick are. The WP6 demonstrator aims at improving and supporting the mental 

well-being of knowledge workers. It targets users who are at risk of developing mental problems or 

who are mentally healthy but want support for their daily tasks. 

1.3 Overview 
This document has the following structure: 

Chapter 2 – Method This chapter explains the method used to create the initial version of the overall 

architecture for the COMMIT SWELL system. This description explains, among others, the Class-

Responsibility-Collaborator (CRC) method and how it was adapted to fit the more service oriented 

structure of the SWELL system. 

Chapter 3 –Overall architecture This chapter describes the overall architecture of the SWELL system 

in terms of four different viewpoints, based on the results obtained from the Architecture Workshop 

(Enschede, 25 April 2012). 

Chapter 4 – Existing Architectures This chapter describes the technical architectures currently used 

by different SWELL partners, and which are considered as inspiration or input for the demonstrator 

developments. 
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Chapter 5 – Discussion This chapter presents several issues raised during the application of the CRC 

method to a given scenario at the Architecture Workshop. The discussion of these issues led to con-

clusions that guided design decisions with respect to the overall architecture. 

Chapter 6 – Conclusion This chapter presents concluding remarks regarding the status of and future 

work on the SWELL overall architecture. 

Appendix A – Glossary This appendix lists terms that need refining or explanation. 

Appendix B – Component Diagram This appendix presents a graphical representation of the compo-

nents and their relations. 

Appendix C – Example Sequence Diagram This appendix visualizes the sequence diagram that re-

sulted from the Architecture Workshop. The sequence diagram represents the exchange and order-

ing of messages between components of the SWELL overall architecture involved in a usage scenario. 
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2 Method 

2.1 Context 
The overall architecture plays a central role in the COMMIT SWELL project. As can be seen in Figure 

1, the overall architecture communicates ideas and concepts throughout the project.  

Overall
Architecture

Requirements

Demonstrator
Architectures

Convergence
Workshop

Architecture
Workshop

Generic
Architectures

Viewpoints

 

Figure 1 Conceptual framework 

The overall architecture combines knowledge about existing architectures, requirements specific to 

the domain of the COMMIT SWELL project and ideas about the architectures specific to the SWELL 

demonstrators. 

2.2 Overall method 
While constructing the architecture described in this document, several steps were taken and various 

sources were consulted. 

Firstly, user requirements with regard to the system and the domain were specified in COMMIT 

SWELL deliverable D1.1a. These requirements formed the first input for the creation of our architec-

ture. They can also be used to validate both the architecture, and, based on the architecture, the 

requirements can be further validated. As a result, change in either one will result in a change in the 

other. 

Secondly, two workshops were held. The Convergence Workshop (Wageningen, 17 April 2012) was 

organized in order to get consensus among work packages with regard to the goals and elements of 

the SWELL system. The input for this workshop was based on the requirements mentioned earlier. 

Using the results from this workshop, the Architecture Workshop (Enschede, 25 April 2012) was or-

ganized. Here, the relations between the components were identified, and an initial version of the 

architecture was created. This process is further described in section 2.3. 

Thirdly, knowledge of existing architectures for context-aware and cyber physical systems is used in 

order to aid the development of the architecture. Examples of these can be found in [1], [2], [3]. 

2.3 CRC method 
The Architecture Workshop was structured around the Class-Responsibility-Collaboration (CRC) 

brainstorming method. The CRC method was first introduced in 1989 by Beck and Cunningham 

method [4] to aid in the design of object-oriented software applications. It promotes a way of work-

ing that aims to elicit names of classes, in order to create a vocabulary for the application, identify 
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responsibilities, which in turn indicate problems that are to be solved by the system, and find the 

relationships between classes in the form of collaborations. 

The authors of [4] propose to use cards that each contain the name of a component type (class in the 

original method), its responsibilities and its collaborations with other components. Such a card is 

depicted in Figure 2. A card represents any instance of the component type (objects in the original 

method) within an instance of the system. One card may also be used represent any collection of 

instances of the same component type. For example, in our system we use sensors. As such, one card 

Sensor may be used during the CRC process, which then plays the role of all kinds of sensors in the 

system. 

During the process of executing or ‘playing’ scenarios, the cards are created (i.e, component types 

are identified and responsibilities and collaborations are ‘discovered’) and the understanding of the 

system accordingly evolves. In such a scenario, every team member plays the role of one card. The 

scenario is started using one obvious card (in our example, this might be a Sensor), and continued by 

asking “what-if” questions. The responsibilities and collaborations become clear while playing 

through this scenario. The CRC cards can be rearranged on the table to indicate relations visually 

(nearby cards have more collaborations than distant cards). New cards are added when information 

on one card becomes too complex, cards are removed if they are better merged with other cards. 

 

ClassName  

Responsibilities Collaborations 

 … 

 … 

 … 

 … 

 … 

Figure 2 Classic CRC-card 

Although the CRC method works well for self-contained systems, we found however, that original 

CRC cards do not allow us to fully express the service-based system SWELL is currently designing. As 

such, we opted to alter the cards and add additional information. Instead of Responsibilities, our 

cards include Internal Knowledge. This knowledge reflects the components view on the world. Fur-

thermore, we added the notion of Provided and Required interfaces. In essence, these two hold the 

information originally captured as a Collaboration, however, by using the distinction between what is 

required and what is offered by a component, the flow of information becomes apparent. The cards 

used during the workshop look like the one depicted in Figure 3. 

The scenario played during the workshop is a short story, based on the Annet persona, as described 
in COMMIT SWELL deliverable D1.1a User and domain requirements: 
 
In the morning, Annet wakes up and gets out of bed. Annet suffers from high blood pressure and her 

system executing a treatment program to help her to control her blood pressure. The system knows 

Annet should measure her blood pressure first, before continuing her day. If Annet does not measure 
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her blood pressure within a given time, the SWELL Well Being System should alert her that she should 

perform the measurement.  

When Annet is ready to have breakfast, she is to take her medication, as prescribed by her physician. 

If this is forgotten, Annet is to be reminded of this. 

ModuleName  

Required interfaces Offered interfaces 

From? 

 … 

 … 

 … 

What? 

 … 

 … 

 … 

Why? 

 … 

 … 

 … 

To? 

 … 

 … 

 … 

What? 

 … 

 … 

 … 

Why? 

 … 

 … 

 … 

Internal knowledge 

 … 

 … 

 … 

 

Figure 3 Service-oriented CRC-card 

A macro intervention is defined as being a complete treatment program required by the user in order 
to achieve a certain well-being goal for that user. In the given scenario, the automated actions for 
helping Annet to control her blood pressure (well-being goal for Annet) constitute a macro interven-
tion. The associated well-being goal is also referred to as the macro goal. In contrast, the blood pres-
sure measurement, the medication reminder, and the medication intake (if mediated by the system) 
are single actions or steps in the macro intervention, called micro interventions. Also micro interven-
tions have associated goals, referred to as micro goals, such as “know current blood pressure” (micro 
goal) for blood pressure measurement (micro intervention). 
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3 Results 
In this chapter, we discuss the architecture obtained through the method described in the previous 

chapter. The architecture is described using four different viewpoints [6]: the external viewpoint, the 

data viewpoint, the component viewpoint, and the relation viewpoint. The external viewpoint de-

scribes the external (user) perspective of the system, abstracting from internal structure, data and 

behavior. The data viewpoint describes which information is stored in and is flowing through the 

system. The component viewpoint describes a structural decomposition of the system in terms of 

functional components, where the role of each component in the system is elaborated while ab-

stracting from the component’s internal workings. Finally, the relation viewpoint describes the rela-

tions between components and their role in the system. The data, component and relation viewpoint 

are complementary descriptions of the system that together implement the external viewpoint. If 

desirable, each component in the component viewpoint can be considered as an external viewpoint 

for a next refinement step. This process can be repeated until sufficient design detail is established, 

and the resulting architecture can be handed over for implementation. The SWELL overall architec-

ture described in this document is the result of one refinement step (i.e., each viewpoint is used 

once).  

A graphical overview of the component architecture as described in this chapter can be found in 

Appendix B. 

3.1 External viewpoint 
From an external point of view, we may regard the system as a black box: we can see the interfaces 

provided to the outside world, but internal workings are disregarded. The black box must satisfy the 

user requirements, as described in SWELL Deliverable D1.1. General requirements on the SWELL 

system state that it is user-centric, personalized and unobtrusive. Hence, the SWELL system should 

be designed to support achievement of user goals, be able to take account of each user’s individual 

characteristics and circumstances, and be adaptive to the user’s behavior with minimal interference 

on that behavior. 

The components visible from an external viewpoint are those that provide direct input to or output 

from the system. As input components, we can distinguish between components that require or ob-

tain information from the user or from any relevant physical context, and components that access 

external data sources through system interfaces. The former will be present in the physical world, 

and as such, be directly visible to the user and other entities in the context. The latter are those 

software interfaces that will communicate with external services in order to obtain additional data. 

For example, online systems might be queried from the application in order to obtain threshold val-

ues for measurements. 

Two interfaces are offered to external parties, and one interface requires external interfaces. The first 

offered interface is there so that the system can be managed. This interface is directly connected to 

the Manage system component, which makes sure internal components are correctly configured, 

using the information provided by external parties. The second offered interface provides us with the 

possibility to receive messages from the system. This interface is connected directly to the Present 

intervention component. The interface required by the system, is one to external sensors and ser-

vices. These are needed to obtain context data and additional information needed to reason about 

the current state of the user. 
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3.2 Data viewpoint 
In the process of improving the mental and physical well-being of knowledge workers through macro 

and micro interventions, the data enters the system from two points.  Firstly, the management inter-

face allows users to configure the system, setting goals and macro interventions. This information is 

used by the Plan intervention component of the system. 

Secondly, data is collected through sensors. These sensors convert a physical phenomenon (context) 

into a digital signal. This signal, the raw sensor data, can be obtained from the sensors if the system 

has the proper means of communicating with the sensors. This is the task of the Collect data compo-

nent. The raw sensor data is not used directly, rather, it is first reasoned upon and interpreted by the 

Interpret data component. The output of this component is an interpretation of the raw sensor data. 

For example, the digital signal is interpreted as a temperature in Celsius scale (or another scale), if 

our sensor is a thermometer. 

After interpretation, the data is sent to the Plan intervention component. This is the component that 

will have initially issued the request for the data. Depending on the interpreted data values, an inter-

vention might have to be staged. For this, the data is supplied to the Present intervention component. 

As soon as the micro intervention has been executed, the Plan intervention component will request 

from the Measure effect component how successful the intervention was. This component will then 

query the Present intervention component how the intervention was presented to the user, and the 

Plan intervention component will be asked what the result of the intervention was. This will require a 

new data flow that originates from the sensors. When all information has been gathered, the result is 

stored by the Learn needs component. 

A graphical view of this scenario can be found in Appendix C. 

3.3 Component viewpoint 
During the Architecture Workshop a total of eight system components were identified. In this sec-

tion, we discuss each of these components. 

3.3.1 Manage system component 

3.3.1.1 Description 

It was decided that, before the system could start performing the macro interventions needed by the 

user, it has to be installed, set up and configured. This task is supported with the Management com-

ponent. The component should allow users (professionals and system administrators) to manage the 

way the system operates, including the alteration of macro interventions. 

3.3.1.2 Interfaces provided 

The Management component offers an interface to the Plan intervention component in order to pro-

gram the macro intervention. 

The Management component provides an interface to (professional) users for inserting or configur-

ing a treatment plan for a (client) user, and to (system administrator) users for setting up or configur-

ing the system correctly. This interface is an external interface, i.e. an interface visible in the external 

viewpoint. 
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3.3.1.3 Interfaces required 

No interfaces are required by this component. 

3.3.1.4 Internal knowledge 

This component stores the current management settings, and possibly a history of previous settings. 

3.3.2 Collect data component 

3.3.2.1 Description 

This component takes care of any task related to gathering data from the context of the system. It 

should be able to access any data source required for the proper working of the system. These may 

include sensors and application services. 

3.3.2.2 Interfaces provided 

The Collect data component provides an interface to the Interpret data component. The latter com-

ponent will then reason on and interpret the acquired data. 

3.3.2.3 Interfaces required 

The Collect data component requires interfaces to all data sources, both hardware and software, 

relevant to the system. Thus, interfaces to external sensors and application services might be re-

quired, depending on the type of intervention that is planned. 

3.3.2.4 Internal knowledge 

This component contains algorithms to convert signal/data representations used by external data 

sources into data representations used internally by the system, i.e. by the Interpret data compo-

nent. 

3.3.3 Interpret data component 

3.3.3.1 Description 

After data has been acquired by the Collect data component, it needs to be reasoned on and inter-

preted by the Interpret data component in order to be useful to the system. An example of this men-

tioned during the workshop: if a pressure sensor is placed under the mattress of the (client) user, the 

Collect data component will either find a “pressed” state, or a “relaxed” state for the sensor. The 

Interpret data component may derive from this and possibly other information that the user is either 

asleep (the sensor is pressed) or awake (the sensor is not pressed). Data from several sources may be 

aggregated and several reasoning steps may be applied before a final interpretation can be present-

ed [7].  

3.3.3.2 Interfaces provided 

The Interpret data component provides an interface to the Plan intervention component in order for 

the latter to obtain information for planning micro interventions. 

3.3.3.3 Interfaces required 

The Interpret data component requires an interface from the Data collection component is required. 

Through this link, data is obtained from sensors and other data sources. 

Secondly, an interface from the Learn behavior component is needed. The Data interpretation com-

ponent utilizes this interface to obtain information about regular habits of the (client) user. 
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3.3.3.4 Internal knowledge 

This component contains various aggregation and reasoning algorithms to infer information that is 

needed by the Plan intervention component. 

3.3.4 Plan intervention component 

3.3.4.1 Description 

This component has the responsibility of planning micro interventions in order to fulfill a pro-

grammed macro intervention. As such, it is the primary component in the system. The planning of 

micro interventions requires information from the environment and knowledge of the treatment 

plan. 

3.3.4.2 Interfaces provided 

After a micro intervention has been executed, we would like to know how successful it was. This is 

required in order to create a user profile, which can be used to determine how to influence the user 

in the future. In order to make these measurements, the Measure effect component will need to 

know if the intended goal of the intervention was achieved. This information can be gathered by the 

Plan intervention component, and provided to the Measure effect component. 

3.3.4.3 Interfaces required 

In order to complete a macro intervention, micro interventions will have to be scheduled and exe-

cuted. The Plan intervention component will perform the planning of interventions, however, the 

actual execution, including knowledge on the best type of micro intervention to perform and the way 

it is to be presented to the user, is done by the Present intervention component; an interface to this 

component is required in order to control the starting of micro interventions. 

The planning of interventions requires aggregated, interpreted data. For this, an interface with the 

Interpret data component is required. The Plan intervention component may query this module with 

high level questions, for which the Interpret data component will have to perform the interpreta-

tions. For example, the question “Is the user asleep?” might be asked. 

Finally, the Plan intervention component requires an interface from the Manage system component 

inquire about the macro intervention that is applicable to a (client) user. 

3.3.4.4 Internal knowledge 

Since the role of this component is to execute a treatment plan, it has knowledge of the overall mac-

ro intervention, and how this macro intervention can be accomplished using various micro interven-

tions. All this information acquired from the Manage system component. 

3.3.5 Present intervention component 

3.3.5.1 Description 

The task of this component is to present micro interventions to the user. Driven by the Plan interven-

tion component, which takes care of the macro intervention and the planning of micro interventions, 

it knows how to influence a (client) user best, given a certain context. The Present intervention com-

ponent has the possibility to interact with the (client) user through various terminal devices and ac-

tuators. 



D1.2a Overall architecture 
 

COMMIT SWELL 
 

16 
3.3.5.2 Interfaces provided 

The Present intervention component provides an interface to the (client) user. Based on a user model, 

it knows how the micro interventions are best presented to the user. This interface is an external 

interface, i.e. an interface visible in the external viewpoint. 

The Present intervention component also provides an interface to the Plan intervention component in 

order for the latter to control the former.  

The Measure effect component aims to collect data regarding the presentation of the intervention 

and how effective this micro intervention was. For this purpose, the Present intervention component 

offers an interface for communication. 

3.3.5.3 Interfaces required 

Both the Learn needs component and Learn behavior component are used when deciding how to 

interact with the user of the system. Based on the needs and behavior in similar contexts in the past, 

the module will decide upon a way of presenting the message to the user. 

3.3.5.4 Internal knowledge 

Any information regarding the (client) user’s preferences and post presentations is stored in other 

components. This component knows how to combine this information in order to influence the user 

the best way possible in the given context. 

3.3.6 Measure effect component 

3.3.6.1 Description 

In order to judge whether a micro intervention was successful, the effect will have to be measured. 

The result of this measurement is then stored for future use; micro interventions that are to be pre-

sented to the user in the future should be based on the results of previous interventions. As such, 

successful micro intervention presentations will be repeated, whereas presentations that were ig-

nored by the user will no longer be presented. 

3.3.6.2 Interfaces provided 

When an intervention has taken place, the result, i.e. the effectiveness of the intervention, is ob-

tained and stored. This component combines the knowledge on whether or not the intervention was 

successful with the context data and provides this information to the Learn needs component. 

3.3.6.3 Interfaces required 

By communicating with the Plan intervention component, the Measure effect component can inquire 

whether an intervention has been successful. This result, along with additional data, is sent to the 

components that capture the user model. 

In order for the Measure effect component to be successful at its task, it will require information 

about the actual micro intervention that was planned. Communication with the Present intervention 

component is needed to inquire how the intervention was executed. 

3.3.6.4 Internal knowledge 

By combining information from Intervention planning (“Was the intervention successful?”) and in-

formation about the context of the user, the Measure effect component knows for the given inter-

vention how successful the intervention was. 
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3.3.7 Learn behavior component 

3.3.7.1 Description 

As the name suggest, this component is used to store past behavior of the user, in order to create a 

user profile. As such, the component can learn about day-to-day patterns, but patterns over a longer 

period of time may also be derived. The resulting profile may be used by other components to im-

prove interaction with the user in the future. 

3.3.7.2 Interfaces provided 

Interfaces are provided to the Interpret data component and the Present intervention component. 

The Interpret data component will query the Learn behavior component through this interface about 

regular behavior of the user. Using this information, better decisions can be made in the end. 

The Present intervention component will use this component to gather knowledge about past inter-

ventions, and adapt the next micro intervention accordingly. 

3.3.7.3 Interfaces required 

The Learn behavior component requires information about changes or happenings in the user’s con-

text. In order to obtain this, it requires an interface from the Interpret data component. 

3.3.7.4 Internal knowledge 

Internally, the component will create a user model, containing patterns of (client) user behavior. 

3.3.8 Learn needs component 

3.3.8.1 Description 

The Learn needs component is used to create a (client) user model. The internal knowledge of this 

module contains historical data about the effectiveness of interventions in certain contexts and re-

sulting from this, the user needs. 

3.3.8.2 Interfaces provided 

To interpret data, the module provides historic data about the user such that patterns can later be 

derived. 

To the Present intervention component, this component may present knowledge about the effective-

ness of past interventions. As such, the best intervention, given the current context, can be present-

ed to the user. This way the chance for the micro intervention to succeed is increased. 

3.3.8.3 Interfaces required 

The Learn needs component will require data generated by the Measure effect component in order to 

create a user profile with regard to the specific demands of the user. 

3.3.8.4 Internal knowledge 

Internally, a user model is created. This model contains knowledge on the effectiveness of past inter-

ventions, given a certain context. For example: it might be known that a user is best alerted using a 

sound alert in the morning, but it is best to use a text message when the user is in a meeting. 

3.4 Relation viewpoint 
This section describes the different relations between the components. 
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3.4.1 Data interpretation – Data collection 

In order to centralize all data reasoning, the Interpret data component was created. This component 

has knowledge of the way data should be interpreted, and can return answers to the requesting par-

ty on a higher level. For example, the question “Is person X still in his bed?” can only be answered 

when both pressure sensor data from the bed is retrieved, and when it is known that when the sen-

sor returns a certain value, this will mean that the person is either still in his bed, or has already got-

ten up. 

The raw data required for this process is provided by the Collect data component. 

3.4.2 Data interpretation – Learn behavior 

In order to create a complete user profile, data will have to be fed to the Learn behavior component, 

which stored this information for future use. This processed data is provided by the Interpret data 

component. When retrieving the data, we can for example learn that if the sensor in the user’s bed is 

pressed, and the time is 6:00, the user is likely to be in his bed. However, if the sensor is pressed at 

12:00, the user should, according to his habits, be out of bed. As such, we can then interpret this 

data again, reasoning that either the user is ill or sleeping in, or something heavy is located on the 

bed, not being the user. Additional sensor information about the current context of the user will aid 

in this decision process. 

3.4.3 Data collection – Sensors 

In order to gather the raw data, sensors are used by the system. However, in order to prevent the 

necessity for sensor knowledge to be present throughout the whole system, all this knowledge is 

centered in the Collect data component. As such, it is the only component directly communicating 

with sensors and other data sources. 

3.4.4 Intervention planning – Data interpretation 

The Plan intervention component requires concrete answers to high level questions, as illustrated 

earlier. These answers are provided by the Interpret data component. 

3.4.5 Intervention planning – Management 

The Manage system component allows for the configuration of the system as a whole. As the Plan 

intervention component is tasked with the orchestration of micro interventions in order to fulfill the-

se configured macro interventions, a direct relation has to exist in order to allow for this configura-

tion process. 

3.4.6 Intervention planning – Present intervention 

The Plan intervention component only knows when an intervention will have to be staged. It dele-

gates this task of posing an intervention to the Present intervention component, which has, or can 

collect, all the knowledge required in order to pose the best possible micro intervention, given a 

particular context. 

3.4.7 Learn behavior – Data collection 

When data is collected, it is also stored by the Learn behavior component. This way, we can create a 

complete picture of the user’s habit over a certain period of time1. A resulting pattern might for ex-

                                                           
1
 This period of time can be hours, days, weeks, months, years, or any other arbitrary period. 
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ample be “The user gets up at 6:30 a.m., but not on Friday, Saturday, and Sunday, as he has no work 

obligations on these days.” 

3.4.8 Learn needs – Measure effect 

After an intervention has been presented to the user, the Measure effect component will verify 

whether the posed intervention was successful, and as a result, knowledge whether the used meth-

od is to be used for future interventions, taking into account the current context of the user. This 

knowledge is stored through the Learn needs component. 

3.4.9 Measure effect – Intervention planning 

In order to know how effective an intervention was, information is required from the Plan interven-

tion component. This information includes what the intention of the intervention was and what the 

result of the intervention was. Information regarding the way the intervention was executed cannot 

be acquired from the Plan intervention component. 

3.4.10 Measure effect – Present intervention 

Through this interface, the Measure effect component can query the Present intervention component 

how the intervention was presented to the user. Combined with the information about the success 

of the intervention, we can reason about the effect of the specific presentation in the given context. 

This information is to be stored for future reference. 

3.4.11 Present intervention – Learn behavior 

The Learn behavior component captures the user profile with regard to patterns in the user’s life. In 

order to present the best possible intervention, given a particular context, the Present intervention 

component will query the user model to see how behavior might be enforced, discouraged or other-

wise in order to successfully execute a micro intervention. 

3.4.12 Present intervention – Learn needs 

Throughout the use of the system, we learn what type of intervention presentation is needed by the 

user. This information is stored in the user model, as captured by the Learn needs component. This 

component is then queried by the Present intervention component, which will use this information to 

plan the execution of a micro intervention. 
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4 Existing architectures 
In this chapter, we shall look at the architectures that are currently used by the different COMMIT 

SWELL partners. Per architecture, we aim to answer three questions: 

1. How is the architecture structured? 

2. What choices have been made? 

3. Which products currently use the architecture? 

4.1 Philips 
One of the architectures currently in use at Philips is the DirectLife architecture. In this architecture, 

we can identify elements in three areas: Sensing, Reasoning and Feedback. An overview of this archi-

tecture can be found in Figure 4. Philips DirectLife is a commercially available activity monitor com-

bined with an online support service. It aims to support its users to become more active. Users are 

encouraged to make gradual changes to their lifestyle and incorporate more physical activity in their 

daily routines. In addition to activity monitoring, the service offers coaching by a human coach, an 

online community, and general advice and tips about physical activity and healthy behavior.  

Upon receiving the system, the user’s baseline activity level is measured during a one-week assess-

ment period. During the assessment week, users are encouraged to follow their regular routines and 

to wear the activity monitor continuously in order to obtain a true and accurate measurement of 

their baseline activity. After completing the assessment, users are invited to participate in a twelve-

week Activity Plan, during which they are encouraged to gradually increase their level of activity. 

Based on the outcome of the assessment week and the user’s ambitions and preferences, a person-

alized end goal is suggested. The user can accept this goal or set another goal, which can be more or 

less ambitious than the suggested goals. Once the end goal is set, daily activity targets are defined, 

which increase week by week. 

In the sensing area, Philips measures the user’s physical activity using the DirectLife activity monitor, 

a tri-axial accelerometer that measures 31 x 33 x 11 mm, weighs 23 g, and has a sampling rate of 20 

Hz. The monitor can be attached to clothing, put in one’s pocket or be worn as a pendant around the 

neck. The activity monitor is waterproof and has a battery life of approximately three weeks. Data 

from the activity monitor can be uploaded to the computer through a USB connector device. 

The reasoning in the Philips DirectLife system is done in a central location. After uploading the user 

data to the computer, data are transferred to a web server. The web server consists of a fact data-

base, containing: 

 A user profile, containing information such as the user’s age, gender, height, weight, as well 

as several psychological factors, such as stage of change and motivation to take part in the 

program.  

 All data from the activity monitor, stored at a granularity of one minute. 

 Other indexes of user behavior, such as wearing days (was the activity monitor worn on a 

particular day or not?), timestamps of when the user docked the activity monitor and visited 

the website, and logs of the communications with the DirectLife coach. 
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Figure 4 Philips DirectLife architecture 

In addition to the fact database, there is a rule database, which contains coaching rules that specify 

under which condition a particular action is to be taken, for example sending a message to the user, 

providing particular information on the website, or sending a trigger to the coach. Furthermore, the 

server contains an inference engine, which is responsible for executing the rules specified in the rule 

database. 

The final element of the DirectLife architecture, consists of the feedback components. Users receive 

feedback on their performance in different ways. The most direct, but simple feedback is provided by 

the activity monitor. When the monitor is placed on a flat surface and held still for a couple of se-

conds, a row of blinking LEDs indicates the user’s progress towards their daily goal. More elaborate 

feedback is provided on the user’s personal website. The website shows graphs plotting the user’s 

activity at different time scales. Additionally, users can interact with a lifestyle coach. The coach pro-

actively approaches the user at certain moments during the Activity Plan, e.g. at the beginning of the 

plan, and when triggered by the inference engine. Furthermore, the coach responds to questions 

from the user. These feedback streams are visualized in Figure 5. 

DirectLife specifically aims at increasing activity by making small changes in the user’s everyday rou-

tine. It does not focus specifically on the sport domain like other companies. For this reason, the 

activity recognition algorithms were optimized for monitoring everyday activities.  

When designing the DirectLife monitor, the two primary considerations were to make the activity 

monitor as small as possible and to optimize it’s battery use. As a consequence, the monitor does not 

allow for wireless data transfer, which means that users have to dock the device whenever they want 

to see their activity. 

The architecture as described above is currently only used in the DirectLife product. However, since 

the structure is quite generic, it lends itself well for other application domains, some of which are 

currently explored within Philips. 
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Figure 5 Philips DirectLife feedback streams 

4.2 Roessingh Research and Development 
The architecture currently in use by Roessingh Research and Development can be divided into four 

layers. A graphical view of this architecture can be found in Figure 6.  

The first layer consists of Sensing components. These include, but are not limited to, e-diaries, ques-

tionnaires, domotics, and a body area network (BAN). This BAN is made up out of sensors that com-

municate wirelessly with a Personal Digital Assistant (PDA), or a smartphone. 

The second layer is the Feedback layer. Here, we find the components that are tasked with giving 

user feedback. Feedback can be provided through three channels. The first is direct feedback from 

the health care professional. The second channel is through the use of web portals; the logic for the-

se portals resides in the third layer of the architecture. The final channel consists of local feedback. 

For this, the PDA or smartphone the user carries around with him as part of his BAN communicates 

advice to the user. 

The third layer consists of the Backend and Portals. The backend portion of this layer encompasses 

both databases and decision support algorithms needed by the system. All data gathered from the 

Sensing layer is stored in these databases, and the support systems are used in order to provide in-

formation to the care givers in order to give advice to the patient. This information is visualized 

through Web Portals. 
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Figure 6 RRD Architecture [5] 

The final layer in the RRD architecture is that of Care and Coaching. Existing mostly outside the sys-

tem boundaries, here we find both professional and non-professional care givers. These are informed 

by the system through the web portals, as identified in the previous layer. Professional care givers, 

i.e. health care professionals, can use this information in order to provide feedback to the patient. 

One of the current projects of RRD that is using this architecture is the Activity Based Ambulant 

Feedback Module. This system uses a tri-axial accelerometer to measure physical activity over the 

day. This data is sent to a PDA, which shows the cumulative levels of activity. Next to this activity line, 

the system shows a reference line, which indicates the average taken over the last few days. Fur-

thermore, the percentage a user deviates from this reference line is shown. The purpose of this sys-

tem is to make sure the user has the right amount of activity every day. As such, it has to make sure 

the user is not too active or not active enough. In order to do so, the system will advise the user to 

take breaks when he has been too active, or encourages him to become more active. When logging 

in to the web portal, the user can see his activity in the past. This portal can also be used by the 

health care professional, who can use this information to adapt the treatment plan and coach the 

user. 

4.3 TNO 
TNO is currently working on the SmartPartners© architecture. This architecture is in an early phase 

of development. The architecture is split up into seven subsystems. 

The first subsystem consists of the sensors. These sensors can translate relevant events and proper-

ties from the context into digital signals. The sensory subsystem also contains data acquisition ele-

ments that can crawl websites or perform data mining tasks on text. 

The second subsystem of the TNO architecture is that of acquisition and processing. This component 

can interpret the sensor data, and generate information that can be used by the Sub-World model. 
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Figure 7 The TNO SmartPartners© architecture 

The Sub-World model is the third subsystem we can identify. This model represents the relevant con-

text information of the sub-world, and can be used by the applications build on top of the architec-

ture. For example, in case of the COMMIT SWELL project, this model would contain, among others, 

information about the physical and mental well-being of the user, his location, activities, and calen-

dar. Added to this context information, is data related to the quality of context; this includes the ac-

curacy and age of the information. The Sub-World model may be queried in order to obtain infor-

mation about the current user context. Depending on the quality of the context information, compo-

nents may decide to obtain additional data through services. 

The fourth group of components that can be found in the TNO architecture are the services. These 

allow the system to improve the data obtained from the acquisition component. These services are 

tailored to a specific purpose and can enrich, convert or otherwise alter the data in order to improve 

its quality. 

The knowledge base forms the fifth component of the architecture. This component gathers histori-

cal information, obtained throughout the lifetime of the system. This knowledge can be used by the 

Sub-World model, the services, and the applications. 

The sixth part of the architecture is formed by the applications. These offer the concrete functionali-

ty of the system, based on direct requests, or events from the sub-world model. Data from this mod-

el is interpreted by the applications, and based on internal knowledge, decisions are made. These 

decisions are then presented to the user through actuators. 



D1.2a Overall architecture 
 

COMMIT SWELL 
 

25 
The final part of the system is formed by actuators. These visualize results from the system interpre-

tations in a form that can be used by the system user. As such, the actuators perform actions in the 

relevant context. These actions may be observed by the sensors, resulting in a new cycle of data 

through the system. 

The architecture described by TNO has several properties. Firstly, due to the component structure, 

the knowledge needed per component can be kept locally; it is not required to distribute this 

knowledge throughout the whole system. Secondly, the system is resilient to change, as internal 

workings of components may be altered, without the need to change other components. Thirdly, due 

to the services, the system can cope with incomplete sensor data; a service can enhance this data by 

making approximations, or look for alternatives. Accuracy of the data can also be added by these 

services. Finally, multiple applications can benefit from the same sub-world model. This reduces ap-

plication overhead, resulting in the development of “lean and mean” functionality. 

The architecture described is currently in use at TNO in various active traffic control systems. 

4.4 Ericsson 
[PLACEHOLDER FOR INFORMATION ABOUT THE ERICSSON M2M ARCHITECTURE. THIS INFORMATION 

WAS NOT RECEIVED FROM ERICSSON BEFORE THE DEADLINE OF THIS DELIVERABLE.] 
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5 Discussion 
During the application of the CRC method to the given scenario at the Architecture Workshop, sever-
al issues were raised and discussed. These discussions influenced design decisions, and therefore 
guided the development of the overall architecture. They are listed here for future reference, in case 
design decisions have to be traced back or reconsidered in the light of new user requirements or 
additional technical constraints. 
 

 The scenario is initiated by the User. Although the user is not a formal component of the sys-
tem, rather he or she is part of the system context, it was decided that the user ought to be 
included in the execution of the scenario.  

 

 It became apparent that it is possible to issue medication to the user, based on measure-
ments made. After a discussion, however, it was decided that the SWELL system should not 
in any way cause the user to have less control over his life. In other words: the SWELL system 
should not constrain the user and make him feel controlled, but instead should support the 
user and make him feel in control. The components of the SWELL system, as identified in the 
component viewpoint, should be designed under this principle. 

 

 It was decided that the system should under no circumstance advice the user to take medica-
tion, based on measurements and reasoning done internally alone. The system should only 
present advice given by the physician to the user. The type of advice should be along the 
lines of “you should not forget to take your medication, as your doctor prescribed.” Advice in 
terms of “based on measurement <X>, I advise you to take medication <Y>” should never be 
given; this would be a substitution of the health care professional, something that can lead 
to potentially dangerous situations. In other words: the SWELL system cannot take over the 
role of professionals (such as a GP), but it can empower the professional, relieve him from 
‘mindless’ but error prone tasks, and facilitate the efficient performance of his tasks. The 
components of the SWELL system, as identified in the component viewpoint, should be de-
signed under this principle. 
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6 Conclusion 
In this document, we have introduced the initial overall architecture for the COMMIT SWELL project. 

This high level architecture forms the basis for the demonstrator-specific architectures of the imple-

mentations that are to be created by work packages 5 and 6. The first demonstrator will focus on the 

physical well-being of the user, the second will aim at supporting and improving the mental well-

being of knowledge workers. 

We have discussed the creation process used for the initial overall architecture. As input to this crea-

tion process we used: knowledge on existing architectures, the user requirements described in 

D1.1a, and the results from the Convergence Workshop and the Architecture Workshop. It is im-

portant to note that this architecture is still under development. The overall architecture needs to be 

validated against (evolving) user requirements and technical architecture constraints. 

Since various partners in the COMMIT SWELL project have existing architectures, we have investigat-

ed these and we have given an overview of their structure. This knowledge is to be used in future 

improvements of the SWELL overall architecture.  

The work described in this report is still preliminary, however, improvements to the architecture are 

continuously made. Future work entails the incorporation of knowledge obtained from existing part-

ner architectures, and the validation of the reference architecture based on the user requirements. 
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A Glossary 
Component Abstract part of the system architecture. In this document, compo-

nents are defined based on their functional properties. 

CRC Class-Responsibility-Collaborator, a brainstorming method, originally 

used in the design of object-oriented programs. 

Cyber-Physical Systems The class of computer systems which has a tight combination of the 

context around the system and the components of the system itself. 

Interface A way for software components and services to communicate. In this 

report we distinguish between required interfaces, which request da-

ta from provided interfaces. 

Macro intervention  The complete treatment program required by the user in order to

  solve a certain ailment. 

Micro intervention A single step in the macro intervention. If in this report neither the 

word “macro” nor “micro” is used in conjunction with “intervention”, 

a micro intervention is implied. 
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B Component diagram 
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C Example sequence diagram 
 

 


